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Agenda
• What is per-title encoding

• Why is it important
• Universe of features

• Our contestants
• Our tests
• Our results



What is Per-Title Encoding
• Customizing encoding for each file
• Started as frame by frame optimization from companies 
like Beamr and Euclid IQ

• First implemented at scale by Netflix and YouTube
• First third party encoder implementation – Capella 
Systems Cambria Encoder

• Now almost all encoding vendors offer
• DIY - via capped CRF



Evolution of Per-Title/Optimization

When Prior to 2015
What Optimization
Who Beamr/Euclid/ 

CRF
Operation Frame by frame
Overall bitrate control No
Change GOP/Segment No

Video – 30 seconds talking head/
30 seconds ballet – repeat 8x

No bitrate control except cap



Evolution of Per-Title/Optimization

When Prior to 2015 Late 2015
What Optimization Per-Title 

Encoding
Who Beamr/Euclid Netflix

Operation Frame by 
frame

Gauge 
complexity/  

Choose bitrate 
ladder

Overall bitrate control No Yes; CBR/VBR
Change GOP/Segment No No



Evolution of Per-Title/Optimization

When Prior to 2015 Late 2015 2016-2017
What Optimization Per-Title 

Encoding
Commercial 

Per-title
Who Beamr/Euclid/ 

Capped CRF
Netflix Capella 

Systems
Operation Frame by 

frame
Gauge video 
complexity/  

encode 
traditionally

Gauge video 
complexity/ 

encode 
traditionally

Overall bitrate control No Yes CBR/VBR
Change GOP/Segment No No No



Evolution of Per-Title/Optimization

When Prior to 2015 Late 2015 2016-2017 Late 2017
What Optimization Per-Title 

Encoding
Commercial 

Per-title
Segment-

based 
encoding

Who Beamr/Euclid/ 
Capped CRF

Netflix Capella 
Systems, BC, 

others

Euclid, others

Operation Frame by frame Gauge video 
complexity/  

encode 
traditionally

Gauge video 
complexity/ 

encode 
traditionally

Gauge 
complexity for 
each segment; 

encode 
segment

Overall bitrate control No Yes CBR/VBR Cap, but no 
CBR

Change GOP/Segment No No No No



Evolution of Per-Title/Optimization
When Prior to 2015 Late 2015 2016-2017 Late 2017 2018
What Optimization Per-Title 

Encoding
Commercial 

Per-title
Segment-

based 
encoding

Shot-based 
encoding

Who Beamr/Euclid/ 
Capped CRF

Netflix Capella 
Systems, BC, 

others

Euclid, others Netflix

Operation Frame by frame Gauge video 
complexity/  

encode 
traditionally

Gauge video 
complexity/ 

encode 
traditionally

Gauge 
complexity for 

each 
segment; 
encode 
segment

Divide each 
video into 

shots; encode 
separately

Overall bitrate control No Yes CBR/VBR Cap, but no 
CBR

Probably cap 
only

Change GOP/Segment No No No No Yes



Why Shot-Based Encoding Make Sense
• Key frames at scene changes and 

not at regular intervals
• Switching preserved because all iterations 

encoded the same way 
• Major encoding changes up and 

down at scene changes (so not 
noticeable)

• Rate control not critical because 
most scenes are relatively 
homogenous (minimal capping 
which can degrade quality)

• Seeking via I-frames are all at scene 
changes http://bit.ly/nf_shot



Why Shot-Based Encoding Make Sense
• Significant data rate reductions

• 17% lower bitrate
• 3.7 higher VMAF score

http://bit.ly/nf_shot



Why Shot-Based Encoding Make Sense
• Benefits are very significant
• Not codec-dependent

http://bit.ly/nf_shot



Issues:

• Traditional rate control may not be 
available
• Assume capping
• But, if this bitrate pattern gives you 

nightmares, per-shot encoding is probably 
not for you

• You can’t have it
• Closest I looked at was segment-based 

optimization (from Euclid)
• Assume it’s coming from some third party 

vendors, but it is technically complex



Evolution of Per-Title/Optimization
When Prior to 2015 Late 2015 2016-2017 Late 2017 2018 2018-2019

What Optimization Per-Title 
Encoding

Commercial 
Per-title

Segment-based 
encoding

Shot-based 
encoding

Context-aware 
encoding

Who Beamr/Euclid
/ Capped 

CRF

Netflix Capella 
Systems, BC, 

others

Euclid, others Netflix Brightcove, Epic 
Labs, Mux

Operation Frame by 
frame

Gauge video 
complexity/  

encode 
traditionally

Gauge video 
complexity/ 

encode 
traditionally

Gauge complexity 
for each segment; 
encode segment

Divide each 
video into 

shots; encode 
separately

Incorporate 
bandwidth and 
device data into 
encoding ladder

Overall bitrate control No Yes CBR/VBR Cap, but no CBR Probably cap 
only

Can 

Change 
GOP/Segment

No No No No Yes Can



How it Works

bit.ly/bc_contextaware

Mostly mobile 
with low 

bandwidth

Usage Pattern Encoding LadderConcentrate 
on lower 

rungs

Mostly PC/TV at 
high bitrates

Higher in the 
middle

All TV at very 
high bandwidth

Higher end, 
fewer lower 

rungs



Features of Per-Title Techniques

• Universe of features



Why the Number of Rungs is So Important

Doesn’t - Create 5 rungs you’ll 
never use (potentially 
dysfunctional ladder)

Adjusts # of 
rungs – fewer 
for simple file



Why Adjusting Resolution is So Important
Deploy higher rez files 

(with higher VMAF) scores 
lower in ladder

Stuck at same 
resolutions

More pronounced 
gaps in quality



Features of Per-Title Techniques



Why Customizability so Important

Low rung is 
250 kbps

Capped CRF – data rate 
goes up with complexity, 

lose lowest rung



Our Contestants
• Capped CRF

• Used by some OVPs (JW Player); 
available using FFmpeg and multiple 
encoders

• YouTube
• Not a commercial service; in for 

comparison purposes

• Bitmovin
• Our winner
• Three others will rename nameless

• Two - some scores from Hybrik are 
anomalous – want to verify with another 
VMAF tool before scoring

• Third - results just bad – poor schema (bit 
rates just too low). Small company, don’t 
want to identify

• Will use for illustrative purposes
• Will reissue results with names once 

files are verified (give me 4 weeks)



How I Tested

About 50 
minutes of 
video in total



How I Tested

• This encoding ladder as 
baseline (with FFmpeg)

• Per-title
• 2 second GOP, 2 second VBV
• High profile
• 150% upwards
• Unlimited downwards



Scoring

• Green is best, brown is worst



Scoring

• 1080p VMAF standard deviation
• Measures accuracy of quality metric used 

by per-title technique relating to VMAF
• Lower numbers are better 



Scoring

• Storage bandwidth saved over test 
videos (~50 minutes)



Scoring

• Streaming bandwidth saved over 
test videos (~50 minutes)



Scoring

• Overall impact on QoE as measured 
by PSNR, SSIM, and VMAF
• Higher scores are better with all three metrics



Scoring

• Rungs eliminated
• Started with 7 for each video
• Can save encoding and storage costs



Scoring

• Errors – ladder integrity issues
• Rungs should be between 1.5 – 2x 

apart to ensure proper operation
• Anytime encoder exceeded this in 

any direction by 10% it was an error
• This from YouTube



Scoring

• Good and bad decisions
• Theory: if you were encoding manually, 

would you increase or decrease the 
1080p bitrate? 
• If over 95 VMAF you would decrease data rate
• If under 93 you would increase data rate 

• Good and bad decisions
• Theory: if you were encoding manually, 

would you increase or decrease the 
1080p bitrate? 



Working With VMAF
• Range – 0 – 100
• Top rung target – typically 

93 – 95
• Higher is a waste because 

difference not noticeable

• Scores map to subjective
• 0-20 bad - 20 – 40 poor
• 40 – 60 fair - 60 – 80 good
• 80 – 100 excellent

• 6 VMAF points = Just 
noticeable difference

Difference from here 
to here noticeable
(bandwidth well 

spent)

Difference from here 
to here not noticeable
(bandwidth wasted)



Good and Bad Decisions
Was 98.72

Cut data 
rate

VMAF down, but 
still above 93 Good 

decision

Was 95.21
Slashed 
data rate

VMAF down to 
86.20; noticeably 

poorer quality Bad  
decision



Scoring

• Good decision
• VMAF above 95, drop data rate but stay over 93
• VMAF under 93, increase data rate

• Bad decision
• Increase data rate when VMAF above 94
• Didn’t drop when above 95
• Reduce VMAF to below 93
• Decrease data rate when VMAF below 93



Scoring

• Wins, Home Runs, Losses and Draws



Wins, Home Runs, Losses, and Draws
• Gets painful, but here’s the 

scoring system Data Rate Overall VMAF Result
Down > 1 Loss

Down > 1 Mbps Between -1 – 0 Draw
Up Win

Down > 1 Loss
- 1 mbps - +1 Mbps Between -1 - +1 Draw

Up > 1 Win
Down > Loss

Up > 1 Mbps Between 0 - +1 Draw
Up > 1 Win

Over 1.5 Home Run



Scoring
• Starting point is 

constrained VBR ladder

• Get the per-title encode



Scoring

• Slot the files into the new ladder based 
upon the rung the viewer would see at 
each bandwidth @ 110%



Compare Per-Title Ladder to Original
• On a rung by rung basis, compute the 

difference in bitrate and metrics score
• Allocate change based upon assumed 

viewing percentage of each rung

40 point 
VMAF bump 

here

File only 
played .19% 
of the time

Benefit 
must be 
weighted

4.64 point 
VMAF bump 

here

File played 
13.48% of 
the time

Overall effect 
is much 
larger



One Last Thing

• Constrained VBR 1080p VMAF is 96.63; 
YouTube drops to 94.65, a drop of 2

• 1080p file played 71% of the time, so 
this could have a huge impact on overall 
score

• Should we include or exclude this from 
overall calculation? 

• I excluded: Since both scores above 
94, drop in quality would not be visible 
• Included only when per-title technology 

dropped score from above 94 to below 93 
• Also excluded increases in quality when 

score already above 93



High Level Point

• Highest quality 
files from all 
services

• Significant 
consistency in 
quality assessment

• A few outliers



Our Participants
• YouTube 
• Capped CRF
• Bitmovin
• Unsub 3 (unsub 1-2 had anomalous results)



YouTube 
• Schema

• One file in five rungs out – all 
same resolution



YouTube 
Surprising lack of 
consistency from 
Neural network

Cut two rungs from 
each ladder –

significant storage 
savings

Improved overall 
PSNR, decreased 
SSIM and VMAF 

(by a lot)

Lack of file between 
480p and 720p lead 

to lots of losses

Decent but not great 
decision making

Errors could interrupt 
ABR operation



Capped CRF
• Encoding mode available in x264, 

x265, VP8/9
• Encodes to a specific quality level, 

not a data rate
• Can ”cap” to meet data rate targets
• Procedure

• Choose quality level (CRF 23)
• Choose maximum bitrate

• One pass encode, so saves time

ffmpeg -i input -crf 23 -maxrate 6750k -bufsize 4500k output



Capped CRF 

No rungs eliminated 
– poor savings

Modest savings here And here

Great here.

Most wins and 2 
home runs – boost 

in QoE

But several losses



Bitmovin
• Two operating modes

• Upload file – they do the rest (what we 
used)

• Upload file, set lots of limits
• Bitmovin assesses complexity and 

creates unique ladder



Bitmovin

Most consistent 
quality assessor

Decent 
storage/bitrate 

savings

Best quality 
improvements

Excellent ladder 
integrity

Best decision 
making

Most total wins/home 
runs and no losses



The One Caveat on Bitmovin
• Won based upon this ladder 
distribution
• Pretty reasonable

• Results would likely be different 
for different distribution pattern



Unsub 3
• Upload file, get back 7 rungs
• Dramatic drops in data rate



Sample Result

Huge drops in data 
rate and all metrics

Loss was VMAF 
less than -1; here 

it’s -11.6



Unsub 3

Worst consistency

Most savings

Worst QoE hit By far the most 
losses



Unsub 3
• Upload file, get back 7 rungs
• Dramatic drops in data rate
• Included as cautionary tale

• All that glitters is not gold
• Huge data rate reductions 

always accompanied by lower 
quality



When Considering Per-Title Technologies

• Ask/Determine
• What kind (optimization, per-title, per-scene, per-shot?)
• Can it incorporate real world and device playback data?

• Where can it get that data? 
• Can you apply traditional data rate controls (VBR/CBR)?
• Does it reduce the number of rungs?
• Can it adjust rung resolutions?
• How does it impact encoding cost?
• Can you specify lowest bitrate file and the maximum bitrate?
• For testing:

• Collect relevant set of files
• Compare against capped CRF 
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